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Abstract
Speed debug is a critical part of microprocessor diagnosis and

debug. During this stage, the test engineer must determine and
increase the maximum speed at which the processor can run re-
liably. One of the dif�culties of this stage is that the pass-fail
boundary, in practice, is not abrupt, but rather encompasses a
non-deterministic region of behavior. Accurately modeling this
non-deterministic region is particularly important since it directly
in�uences the amount of time needed for speed debug.

Current chip debug efforts often rely on the use of brute force
techniques to deduce the shape of the pass-fail boundary region.
More speci�cally, speed debug (i.e., the process of �nding and �x-
ing critical paths that prevent a chip from running at a higher fre-
quency) requires a thorough understanding of the width and shape
of the pass-fail boundary region where the chip�s behavior is non-
deterministic. In this paper, we propose a statistical method based
on Maximum Likelihood Estimation (MLE) techniques to infer the
underlying shape of the non-deterministic region. Our method was
tested on pre-production Intel microprocessors and was success-
ful in modeling the shape of the fuzz-region in substantially fewer
iterations compared to a brute force approach.

1. Introduction
In the world of microprocessor design, the actual clock

speed of a particular processor is a critical design target.
Once fabrication is complete, initial debugging is used to
determine if the processor is healthy (i.e., functional cor-
rect). However, at �rst silicon, the processor may run at a
frequency much slower than the targeted design frequency.
Speed debug is used to analyze this problem more closely by
investigating the particular critical paths that are hindering
the chip from running at a higher frequency. While this is a
critical part of test and debug, this debug effort requires a set
of tools that use an extensive amount of tester time, where
we are trying to �nd the slowest speed-paths in a particular
chip, for a particular test pattern, in a debug laboratory.

This paper addresses the need to reduce this tester time.
In our approach, we propose the use of statistical techniques
during speed debug. Statistical techniques have been used
for numerous purposes in the �eld of integrated-circuit de-
sign and manufacturing. For instance, in the pre-silicon
realm, substantial research has been done on statistical tim-
ing analysis [4, 5]. For post-silicon applications, statisti-

Figure 1. The non-deterministic zone

cal techniques have been used for process estimation [12],
high-speed bus debug [7], test effectiveness [10], and test-
hole reduction [13]. While these applications are related to
speed debug, statistical techniques have yet to be applied
directly to this problem.

Two issues conspire to make statistical techniques par-
ticularly useful for speed debug. First, �nding critical paths
requires running tests very close to the pass-fail boundary.
The closer we are to the pass-fail boundary of any test,
the less repeatable the results become, and the more our
presumably-digital circuits behave in analog ways. If the
tester cycle time is set slow enough, the pattern will pass re-
liably. If the tester cycle time is set fast enough, the pattern
will fail reliably. However, at tester cycle times near the
pass-fail boundary, the results are probabilistic, and there-
fore best dealt with statistical techniques. Figure 1 illus-
trates this situation for a particular Intel processor. The
pass-fail boundary can be estimated to be between 9.35 and
9.85 time units. For example if a test is run at a clock cycle
of 9.6 time units, the chip will pass approximately 30% of
the time and fail the other 70%.

The second reason statistical techniques are useful is
that not only is the pass-fail boundary �fuzzy�, but com-
mon speed-debug �ows require repeatable results. In mi-
croprocessor speed debug, we try to isolate critical speed
paths and measure their cycle time. In a functional test
with potentially millions of cycles, quickly determining in
which cycle a critical path occurs typically requires group-
testing [6] techniques These techniques �nd a critical cycle
in a number of pattern runs proportional to log(n cycles).
However, even error-tolerant group-testing algorithms re-
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quire that these runs produce mostly-consistent results.
In this paper, we show that successful application of

group-testing algorithms requires characterizing the pass-
fail behavior of a pattern in this non-deterministic zone.
Trying to identify this non-determinism zone is usually
done using brute force techniques that require a lot of tester
time. Instead, we propose a statistical algorithm to reduce
the required tester time. We will run a test pattern multiple
times at various cycle times in the non-deterministic zone,
and then use Maximum-Likelihood Estimation (MLE) tech-
niques to infer the underlying shape of the zone, thereby
knowing relatively quickly how to set the cycle time for fu-
ture runs that will be used to �nd speed paths.

2. The Non-deterministic Zone
Thermal non-repeatability can cause non-repeatable test

results. The Device Under Test (DUT) in a tester commonly
has its temperature controlled by a thermal stream. Equip-
ment in common laboratory use may be speci�ed as accu-
rate to –3� C. Thus, run-to-run variation can be as much as
6� C. Furthermore, in the face of wildly-varying power out-
put from the DUT, the thermal controller is also character-
ized by its closed-loop time constant and its error-feedback
system. Since these time constants are typically far longer
than test execution time, it is common to see some amount
of run-to-run temperature oscillation. Power-supply varia-
tions (e.g., 60Hz hum), though typically quite well �ltered,
can nonetheless reach the DUT. Since this is not synchro-
nized with the test launch, it causes essentially random vari-
ations in the DUT supply. Second- or third-droop effects on
the power grid can have large time constants, and can thus
linger from one test to the next, again producing run-to-run
instability. Finally, analog thermal noise is probabilistic.

None of these effects is large; however, a DUT operat-
ing very close to the pass-fail boundary essentially reduces
down to a �ip-�op (i.e., a high-gain feedback circuit) oper-
ating near its metastable region. In this region, small distur-
bances can produce large effects. Furthermore, a drive for
low-power design can result in nodes with slow slew rates.
When the slew rate for the data or clock node of a �ip-�op
is slow, substantial clock-period changes may result in only
a small change in the amount of charge collected by the �ip-
�op�s storage node for a critical path, thus effectively multi-
plying the size of the non-deterministic zone caused by any
of the above factors. The resultant non-deterministic zone
can easily be as large as multiple step sizes of the clock-
manipulation circuit.

3. Group-search Speed-debug Algorithms
We will use the example of On-Die Clock Shrink

(ODCS) [9, 8] to motivate further why it is important to
characterize the non-deterministic zone during speed debug.
ODCS, a type of on-die DFX hardware used in speed debug,
inserts a variable-delay buffer into the clock distribution.

This allows a debugger (under scan-programmable control)
to �shrink� an individual clock cycle by moving that cycle�s
leading edge later and trailing edge earlier. We might use
this facility by taking the following steps:

1. Run the chip and test pattern at a passing frequency.
2. Shrink a particular cycle C.
3. Rerun the test and check if it still passes in cycle C. If the

test fails, then there was a critical path exercised in cycle C.

We could follow the above �ow over and over again, for
different cycles, until we got a failure. At this time, we
would know the critical cycle, and would proceed to take
scan dumps for geographic localization of the test failure.
Multiple critical paths would cause hits in multiple cycles.
However, for a test that may have millions of cycles, this
O(# cycles) algorithm would be impossibly slow.

A better strategy is to use group-testing techniques. We
might �rst shrink all odd cycles in one pattern run, and next
shrink all even cycles in a second run. If the even-cycle run
generated a hit, we could also break this group in two. Thus,
the third run would shrink cycles C = 4k +0 (for all k) and
the fourth run would shrink all cycles C = 4k + 2. Each
successive pattern run would use the results of the previ-
ous runs, and cut the set of candidate critical cycles in half.
This binary-search algorithm could take O(log(# cycles))
pattern runs to locate a single critical cycle, which is reason-
able even for long test patterns. However, the critical cycle
must cause repeated pattern failure in order to be found.

Our binary-search algorithm takes advantage of the ca-
pability of the hardware to pre-program shrinks on many
cycles in one pattern run. Different implementations of the
ODCS hardware may have different programming capabil-
ities and facilitate different group-testing strategies; how-
ever, a few key points are common to nearly all strategies.

First, we always start by �nding a slow enough cycle
time, Tc, such that the test pattern loaded onto the chip is
able to reliably pass. If this Tc were in the non-deterministic
zone, then we would have occasional false hits (i.e., pat-
tern failures even though no critical path is being exercised).
Thus, if a chip were run at an initial frequency where the re-
sponse is unreliable, the ODCS algorithm would not be able
to distinguish a failure due to a shrink of a particular cycle
from a failure due to running the test at an unreliable clock
frequency. These false hits would certainly cause extra test
runs and slow down the algorithm. If there are enough false
hits, they may result in our identifying an innocent cycle as
being critical. Thus, it is crucial that the upper bound to
the non-deterministic zone be determined, so that the clock
cycle time that the ODCS algorithm chooses is slower than
that bound of unreliable frequencies.

Second, the ODCS hardware lets us choose the shrink
amount (i.e., the number of picoseconds by which we move
clock edges). Our group-search algorithms often use an N -
ary tree algorithm, or other algorithm that requires a critical
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Figure 2. Sample Probability Density Function

cycle to cause multiple hits before we can isolate the prob-
lematic cycle(s). Thus, we must shrink by a large enough
amount such that the critical cycle will cause repeated, re-
liable failures. If the clock period is shrunk by an amount
that is too small, then the corresponding clock frequency
(after the shrinking) for that speci�c clock cycle will be in
the non-deterministic zone. This can cause a test to occa-
sionally pass even though it has exercised a critical cycle,
and will almost certainly cause that cycle to not be found.
Thus, we must know the Tc point where failures are reli-
able. Finally, if we shrink by too large an amount, we will
excite the entire speed wall rather than just a small number
of critical paths, and will be overwhelmed by data.

From the discussion above, we see that we must thor-
oughly understand the boundaries of the non-deterministic
zone in order to set our tester Tc and ODCS-hardware pa-
rameters for successful speed debug. Though we have cho-
sen the example of an ODCS binary-search algorithm, sim-
ilar considerations apply for many other applications. The
important common ground is a thorough characterization
of the non-deterministic zone. Each chip and pattern has a
zone that needs to be understood for speed debug to proceed
reliably and ef�ciently.

4. Modeling the non-determinism zone
To better understand the model we use for the non-

determinism zone, consider a population of individuals,
each one representing an exact �xed cycle time (Tc). Every
time we run a test on the DUT, we sample one individual
from the population. If the cycle time of the individual is
smaller (larger) than the tester cycle time, the test will pass
(fail). With this underlying model, Figure 1 becomes the
cumulative distribution function (CDF) for our population�s
probability density function (PDF). Once we have charac-
terized the mean (µ) and standard deviation (�) of the un-
derlying distribution, Figure 1 then shows CDF (Tc; µ,�).
Figure 2 shows a PDF that could have generated Figure 1.

With this interpretation, P , the probability of a test pass-
ing at a given cycle time Tc, is merely the value CDF (Tc;
µ,�). Once we know the appropriate PDF, we can predict
test results by evaluating the corresponding CDF. Before
doing this, we �rst characterize the correct value of µ and
� by taking the results from multiple tester runs at various

Procedure LIKELIHOOD1(tester history, µ, �)
1. likelihood = 1
2. for each pattern-run data point(Tc, pass)
3. P = CDF (Tc , µ,�);
4. likelihood �= pass ? P : ( 1 � P )

Figure 3. Procedure LIKELIHOOD1

frequencies and using these results to make a guess at the
underlying PDF. The statistical method we use for this task
is Maximum Likelihood Estimation(MLE) [2]. The idea be-
hind MLE is to �nd the parameters that maximize the prob-
ability/likelihood of actual sample data i.e., the parameter
values that make the observed data most likely. We assume
that we know the type of our distribution (e.g., Gaussian vs.
Poisson), and must then pick the appropriate µ and � that
maximize the likelihood of having sampled this particular
population. This leaves us with the question of how to com-
pute the likelihood. One straightforward method would be
to take each pattern run independently and compute its like-
lihood. The total likelihood would then be the product of
each individual pattern run as shown in Figure 3.

Unfortunately, this simple algorithm does not work well.
Consider the case of many pattern runs conducted right
around µ. At this point, P=0.5 and both pass and fail are
equally likely. If we ran enough patterns, we would expect
to see an equal number of passes and fails. However, this
simple likelihood routine treats all sets of results as equally
likely; with 10 runs, having 10 passes would have the same
0.510 total likelihood as having 5 passes and 5 fails.

A better strategy is to force the tester runs to use a buck-
eted, quantized set of cycle times. Then, in any cycle-time
bucket, we will tend to have multiple tester runs. Now we
could use a least-squares approach as shown in Figure 4.

Procedure LIKELIHOOD2(tester history; µ, �)
1. likelihood = 0
2. for each Tc bucket with any data points
3. Pideal = CDF (Tc , µ,�);
4. Ppass = # of passes in bucket / total runs in bucket
5. likelihood � = (Pideal � Ppass )2;

Figure 4. Procedure LIKELIHOOD2

This is still not optimal. First, it doesn�t take into ac-
count the number of data points in the bucket. Second, it
treats a passing test at a Tc with expected pass probability
of 0.1 as roughly as much of an error as a passing test at a
Tc with expected pass probability of 0.0001. A much bet-
ter strategy is to use simple binomial statistics within each
bucket as shown in Figure 5. In the �gure, pass and fail keep
track of the number of pass/fail tests, respectively, within
a particular bucket. In our actual code, we use the stan-
dard technique of computing log(likelihood) instead of the
actual likelihood in order to avoid issues with numerical-
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Procedure LIKELIHOOD3(tester history; µ, �)
1. likelihood = 1
2. pass = NUMBER PASS(tester history)
3. fail = NUMBER FAIL(tester history)
4. for each Tc bucket with any data points
5. P = CDF (Tc , µ,�);
6. binom = P pass • (1 � P )fail •

�pass+fail
pass

�

7. likelihood �= binom;

Figure 5. Procedure LIKELIHOOD3

precision. During likelihood computations, the likelihood
values tend to be very small numbers (almost 0) due to
the multiplication of many small probabilities to compute
the joint probability. Thus, utilizing the log(likelihood) al-
lows us to add the probabilities instead of multiplying them
negating the issues of dealing with almost zero numbers.
Since log(likelihood) is monotonic in likelihood, optimiz-
ing either one will optimize the other. The �nal issue is
the bucket size to choose. If we have many buckets, each
covering a small range of Tc, then we tend to have few test
runs within any bucket. This reduces the effectiveness of
having buckets in the �rst place � it essentially brings us
back to algorithm LIKELIHOOD1. If, on the other hand, the
buckets are very big, then we risk simply not having enough
valid cycle-time points in the sensitive high-slope area of
the curve to get an accurate curve �t. We will see both of
these effects later in the results section (Section 6).

5. Algorithm Description and Discussion
Given a chip and a test pattern, our goal is to �nd the

CDF that best models the non-deterministic zone, while us-
ing a reasonable number of test-pattern runs. The way to be
ef�cient in our use of test-pattern runs is to choose the cy-
cle time of the runs carefully. A run with Tc very large will
almost certainly pass; however, the resultant pass gives us
very little information. A very-small Tc has a similar issue.
Our most effective Tc will be on the steep part of the CDF. If
we tried to choose all of our pattern runs at the point where
the pass-fail percentage is 50%, it would give us excellent
data to determine µ, but perhaps less data to infer �. In-
stead, we will run tests at our best guess as to the 33% and
66% cycle times, hence giving us enough information to
quickly infer the width of the non-deterministic zone. Our
algorithm for �nding the PDF of the non-deterministic zone
is shown in Figure 6.

The routine BINARY SEARCH FOR MEAN() does a
quick binary search for Tc at the pass-fail boundary. If �=0,
this would give us the actual µ; however, since � �= 0 and
the binary search takes only one sample at each point, it is
only an approximation to µ. Its main purpose is to seed the
algorithm with enough data points so that the rest of the al-
gorithm has a reasonable initial data set with which to work.

The routine FIND MLE() picks the µ and � most likely to
have produced the experimental history. The details of this

Procedure FIND PDF() {
1. BINARY SEARCH FOR MEAN();
2. µ, � = FIND MLE();
3. do {
4. RUN TEST (FIND Tc(0.33;µ,�));
5. µ, � = FIND MLE();
6. RUN TEST (FIND Tc(0.66;µ,�));
7. µ, � = FIND MLE();
8. } until convergence is reached;
9. return (µ, �)

10. }

Figure 6. Procedure FIND PDF

Procedure FIND MLE() {
1. do {
2. optimize µ with a golden-section search

using LIKELIHOOD3 with � �xed;
3. optimize � with a golden-section search

using LIKELIHOOD3 with µ �xed;
4. } until convergence is reached;
5. return (µ, �)
6. }

Figure 7. Procedure FIND MLE

procedure will be discussed shortly. The main loop of our
FIND PDF algorithm iteratively runs tests at �good� cycle
times. Each time we pick a speci�c cycle time Tc at which
to run, we call RUN TEST(Tc) to run the test pattern and
update the history table. FIND MLE() then uses maximum-
likelihood estimation to update our best-�t µ and �.

All our pattern runs use RUN TEST(Tc) (including the
ones executed by BINARY SEARCH FOR MEAN). This rou-
tine communicates with the tester and runs the test pattern
at a cycle time Tc. The result from the tester (pass or fail)
at the given Tc is then saved in a cumulative bucketed his-
tory table (mentioned in Section 4). Each iteration through
the main loop adds more sample points; the larger the data
sample, the more realistic our estimate of µ and � will be-
come. As µ and � approach the actual values, our choice of
cycle times becomes more and more effective. Based on the
existing best-known µ and �, and the desired pass fraction
F (either .33 or .66), it uses the routine (FIND Tc(F , µ,�)
to pick a cycle time Tc. Speci�cally, FIND Tc returns the
value of Tc such that CDF(Tc; µ,�)=F . In our case, it is
�nding the cycle time Tc that will result in a passing likeli-
hood of 33% or 66% . Since the CDF is monotonic in Tc,
FIND Tc uses a simple binary search.

The routine FIND MLE() is outlined in Figure 7. As men-
tioned earlier, the routine picks the µ and � most likely
to have produced the experimental data sample. To solve
this problem, it calls the LIKELIHOOD3() routine from Sec-
tion 4 and uses the same history table that is updated by
the call to RUN TEST(Tc). We want to �nd the µ and �
that maximize LIKELIHOOD3(µ,�). We can do this by us-
ing any nonlinear-optimization approach; we chose to it-
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erate between one-dimensional searches for optimal µ and
� until convergence is reached. The starting point for the
iteration can be any reasonable guess for µ and �. Each
one-dimensional search �nds the optimal value of either µ
or � while holding the other one constant at its current best
known value. The one-dimensional searches use a simple
bracketing golden section search [11]. In addition, Brent�s
Method [3] could easily be used to speed up the search;
however, since the optimizer time is far smaller than tester
communication time, this was not done.

The golden section search is similar to a binary search,
but uses three points to bracket the extremum of a func-
tion. In our case, the function that is optimized is the like-
lihood function. Typical of bracketing searches, the search
begins by evaluating the function (L) at three points (µ1, µ2,
µ3) to �nd the maximum among the points. The optimiza-
tion begins when we probe the function at a fourth point
µ that breaks the larger of the intervals [µ1, µ2] and [µ2,
µ3] into two smaller intervals following the golden propor-
tion. We then discard either µ1 or µ3 in order that the new
three points still bracket a maximum. That is, in order that
the new points (µ1, µ2, µ3) still satisfy L(µ1) < L(µ2) >
L(µ3). Using this approach, the optimal values for µ and
� can be quickly evaluated by narrowing the bracket width
to an acceptably small value. If these optimal values have
converged well enough to match with the experimental data,
then we have the desired PDF for the pass/fail region.

6. Results
We implemented the algorithms of Section 5 into Fuzz-

Buster, our in-house software statistical modeling tool We
used a pre-production Intel microprocessor with a 1.2V sup-
ply voltage mounted in a Sapphire D tester [1]. Power was
supplied via the tester�s power-supply modules, delivered
through a loadboard. Temperature was set to 70�C and con-
trolled via a Thermonics T2500, air cooled without LN2
boost. Temperature feedback was via a thermocouple at-
tached to the device heat sink.

Our �rst set of experiments used the brute force method
of running the tester at various cycles times to determine
the non-deterministic zone of a particular chip. The test
results were generated for three patterns and two voltages.
We swept the tester cycle time over a substantial range. At
each frequency point, we ran the test 40 times and recorded
the pass percentage. To conserve space, Figure 8 shows
the results from two representative pattern/voltages. Ac-
tual cycle-time numbers are scaled for con�dentiality. We
clearly see the effect of random sampling.

The next set of experiments was conducted using Fuzz-
Buster. The goal is to use this tool to model the chip�s non-
deterministic behavior without using as much tester time as
the brute force approach. For each of the six data sets (three
patterns and two voltages), we asked FuzzBuster to assume

a normal distribution and to compute the µ and � that pro-
duced the maximum likelihood of �tting the data. Figure 9
plots the resultant CDF on top of the original data for the
same two representative cases. We see that the normal dis-
tribution decays too quickly to match actual tester results.
By enabling a good match at and near the 50% pass point,
the resultant � is too small to match further from the mean.
The other patterns showed quite similar results.

We next dropped the assumption of a normal distribu-
tion. Instead, we manually experimented with the shape of
the underlying distribution. For each shape, we ran Fuzz-
Buster on this same data set, and chose the one distribution
that maximized log(LIKELIHOOD3) over all six patterns.
The best-�t distribution tailed off less quickly than a Gaus-
sian. Figure 10 is the equivalent of Figure 9, but with this
best-�t distribution. Clearly the �t is now much better.

Our �nal test was to pick one of our chip/pattern com-
binations, throw away any prior knowledge of its µ and �,
and ask FuzzBuster to compute them with runs on real sili-
con. As mentioned, we would expect the ef�ciency of this
process to vary based on bucket size. Figure 11 attempts to
demonstrate this. As described in the introduction, our most
common goal is to help choose the correct clock-adjustment
settings for speed debug. Figure 11 thus plots the error in
µ+3� point as it evolves based on more and more tester
runs, vs. the best-�t µ+3� as �t to the numerous tester runs
in Figure 10. The unit chosen for the error is the step size
of the on-die clock-manipulation circuit.

For extremely-small bucket sizes (�/50 and �/25), con-
vergence is slow. Similarly, for the largest bucket size
(1.5�), convergence is slow as well. However, for quite
a large intermediate range, convergence is quick. We reach
an error tolerance of substantially less than 1 step of our
clock-adjustment circuit within 50 runs. This implies that,
in practice, choosing the correct bucket size is not a serious
problem. If desired, an adaptive bucket-sizing algorithm
could change the size as we get a better and better estimate
of � for this particular pattern and part.

Most importantly, we have characterized the fuzz-zone
width in well under 100 runs, which translates to less than
5 seconds � less than we previously spent analyzing only
3 frequency points. In contrast, our previous brute-force
approach used 40 runs per point with 18 points in the fuzz
zone, for a total of 720 points, and requires us to know a
priori at what frequencies to run those tests.

7. Conclusions
We have demonstrated a method of characterizing the

non-determinism zone of a chip running a test pattern.
The method uses the statistical technique of maximum-
likelihood estimation to deduce behavior in this zone. With
the zone characterized, the clock network can then be tuned
for �nding critical speed paths. We have shown both theo-
retical results and results from real silicon.
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Figure 8. Experimental non-determinism region

Figure 9. FuzzBuster Estimate (assuming normal distribution)

Figure 10. FuzzBuster Estimate (using best-�t distribution)

Figure 11. Ef�ciency versus bucket size
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